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Vehicle Recognition for Highway Lane Survey
overall system design and the context within which the
Oliver Sidla, Lucas Paletta, Yuriy Lypetskyy, and Christian Janner

Abstract— A prototype computer vision system and framework for
the recognition of vehicles from single images is presented. An
appearance based pattern matching algorithm which relies on
Principal Component Analysis detects and classifies cars and trucks
under geometric constraints (front and back views only) independent
of scale and location in an image. Since no motion information is
required in order to segment vehicles prior to recognition, the
proposed system can be used in situations where extensive lane
observation time is not available or motion information is unreliable.

vision algorithm executes. Section III gives an overview of
the state-of-the-art in object detection with special
consideration of traffic monitoring applications. Section VI
describes the proposed vision algorithm in detail. A
performance evaluation of the current software
implementation which is based on a set of several thousand
test objects is given in Section V. Finally we describe
planed improvements to the algorithms and the expected
benefits thereof in Section VI.

I. INTRODUCTION
ypically computer vision based vehicle detection for traffic monitoring
Tand surveillance is based on motion detection with subsequent analysis
of resulting areas where changes have been observed. This approach is
very limited in situations where reliable motion detection is not possible –
either due to a lack of observation time to build up background models or
due to otherwise adverse imaging situations. The requirement for the
detection of vehicles on break down lanes on motorways where no prior
motion information is available led to a completely different approach. A
system installation which is used to monitor 40 kilometers of break down
lane beside a motorway switches in regular intervals through all cameras
to check for the presence of cars or other objects. Only the coarse positions
of cars (two meters accuracy is sufficient) need to be reported to the
operators, emphasis is on the detection of the vehicles. The cameras are
programmed to zoom, pan and tilt automatically so as to observe a section
of the lane which is as large as possible.
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Due to these highly varying imaging setups even within the
context of one camera, it was necessary to devise a new
object detection algorithm which can operate on very short
video sequences.
Cars and trucks will be recognized on their appearance only
within a single image so that no extensive observation time
on the lane is required for the detection algorithm to work
properly.
This paper is organized as follows. Section II describes the

Fig. 1. Overview of the Traffic Monitoring System. Four surveillance
cameras are bundled and fed into one camera node which is essentially a
Linux driven PC. An arbitrary number of camera nodes may be connected
to the IP network (systems with more than 100 cameras have been realized
so far).

II. SYSTEM DESIGN
A. Overall System Design and Hardware Layout
Our proposed vision system is embedded in the larger
framework of a state-of-the-art traffic monitoring system
which is depicted in Fig. 1. The analog videos from four are
bundled and fed into a camera node with attached
framegrabber. Motion and object detection are
implemented in SW on the camera nodes, a HW codec
compresses and prepares the videos for streaming over an
IP network.
Process control is responsible for collecting information
from all camera nodes and condensing it into a model of the
current lane situation (an arbitrary number of camera nodes
may be connected to the network). A decoder on the
backend of the system displays selected video streams on
monitors. The system shown in Fig. 1 is slightly simplified,

additional control processes, display units and sensor
interfaces may be attached as required by customers but
have been omitted here for clarity.
B. Computer Vision Framework
The computer vision algorithms discussed in this paper are
to be used as plug ins for an already operational system.
They are designed and coded completely hardware
independent. Not every camera node is expected to run our
computationally expensive object detection algorithms. It is
expected that the final industrial grade system can handle
two cameras per node with a detection time of
approximately two seconds per video frame.
III. STATE OF THE ART IN VEHICLE DETECTION
Previous work in the context of vehicle recognition was
mainly aiming at car detection, without taking any
foreground object class discrimination into concern. Betke
extracts corner features and edge maps and combines this
with template matching [1]. The system is designed for
highway scene analysis from vehicles and relies on motion
extraction from multiple images. Beymer detects corners
and groups them together over time for car detection from
dynamic vision [2]. Papageorgiou and Poggio apply
wavelet analysis and learn a Support Vector Machine
(SVM) neural network to detect cars on highways [3]. This
approach seems to be tolerant to scale and illumination
variance but is restricted to detection only and therefore
cannot distinguish between different classes of vehicles.
Recent work on car detection has focused on learning
generic object classes from local information. Weber,
Welling, and Perona applied standard interest operators
(Foerstner, Harris) for further analysis of fixed spatial
configurations [4]. The scale dependency of their approach
has been relaxed by Fergus, Perona and Zisserman using
scale invariant local features (Kadir&Brady Operator [7])
for class definition, still remaining unable to discriminate
between multiple object classes [5]. There is few other
work available on the recognition of car classes. Bregler
and Malik considered the recognition of multiple car
categories from mixture of experts, however, this method
requires images to be a priori segmented and scaled [6].
IV. PROPOSED VISION ALGORITHMS
In contrast to previous work, our method enables both
recognition of multiple object classes (car, truck) and
requires only single highway images instead of relying on
extensive lane observation times such as needed for motion
extraction. The real advantages of our approach are that it is
(i) less scale dependent by statistical learning of appropriate
scales with respect to image location, (ii) it is capable of
multiple class recognition (cars and trucks), (iii) a
confidence value from a local estimate in feature space is
made and (iv) that detection responses are clustered to

improve robustness and performance.
A. Vision Algorithm Principle
The principle of operation implemented in our detection
system is to recognize objects based on their appearance
only. Each image frame to be analyzed is being scanned for
patches which look similar to a large database of sample
training images. Usually such a training set consists of
several thousand example images so that a direct pixel wise
comparison is prohibitive. Instead, the information
contained in the training images is condensed using
Principal Component analysis (PCA) and reduced to a set
of features which may be classified very efficiently. Post
processing of the raw matching results leads to the removal
of false alarms and increases the robustness of object
detection significantly.
Figure 2 depicts the flow of information from the raw
frame of the surveillance camera to the final classification
result. Solid boxes indicate algorithms which have been
implemented and tested so far. Dashed boxes hint for
algorithms which are discussed in this paper but have not
yet evaluated in full detail in the context of our object
recognition task. Details of the algorithm are described in
the next sections, beginning with an explanation of how the
system is trained.

Fig. 2. The proposed Framework for appearance based object detection.
Dark boxes show the main algorithmic steps with actual implementations
depicted below. Hatched boxes indicate algorithms which are only
proposed as extensions to the currently implemented framework.

B. Training Algorithm
1) Sample and Background Extraction
The generic object recognition capability of our vision
system is achieved by presenting it a large number
(typically several thousand) of example patterns of cars,
trucks and backgrounds.
During the training phase these images are prepared and
condensed into a data structure which is suitable for the
real-time system. The main purpose of this process is to
reduce the information inherent in the samples into a
representation which eliminates as much redundancy as
possible. Fig. 3 gives an example for the extraction of
training patterns from a surveillance video. The samples are

aligned so that the backlights of cars are placed on similar
positions within the image frame.
Larger sample windows to account for the different width
to height ratios are used for trucks. The geometric
normalization is essential for maximizing the redundancy
present in the vehicle patterns.
Similar to vehicle images a random set of background
images is extracted from the video frames. It represents the
class background respective no vehicle.

,

(4)

The eigenvectors ek define a coordinate system within the
original training samples where the variation along its axis
is largest. Generally all of the eigenvectors are necessary to
fully reconstruct an image. But since they are placed so that
the variation of the training samples along them is
maximized, it is possible to use only a few in order to
reconstruct an image sufficiently detailed for recognition.
Practice shows that usually no more than 20 eigenvectors
are needed for good recognition rates. The first K
eigenvectors with the largest eigenvalues form the
eigenspace, or image subspace, of dimension K. Figure 4
shows the first five eigenvectors as they have been
computed from our training image set. The relative size of
the eigenvalues is a measure the importance of the
eigenvector for image reconstruction.

Fig. 4. The first five eigenvectors with associated Eigenvalues e1, e2, e3,
e4, e5 as computed from our training database.
Fig. 3. Examples of training samples which have been acquired from
regular monitoring videos. The images of cars are aligned so that their
backlights have similar position within the extracted image frames.

2) Principal Component Analysis
The next step is a Principal Component Analysis (PCA) of
the training images [8]. It aims at reducing the amount of
information required to describe the set of reference vehicle
images. Each of the V training images is first converted to a
vector sl of size M by concatenation of all of its rows:
(1)
Then the average vector c of all training samples is
subtracted from each sl which are subsequently stacked
column-wise into the image matrix P of size MxV:
(2)

(3)
The eigenvectors of the pattern training set are computed
by solving the eigen decomposition problem with Q being
the covariance matrix of P:

3) Feature Creation and Database Setup
Each of the training images (sl – c) is projected into the
eigenspace giving a K coordinate vector f l which is also
called feature vector. It represents the compressed image sl
in the eigenspace:
(5)
The image subspace representation f l reduces the amount
of storage needed for a training image from typically
128x128 pixels to only K (which is around 20) coordinates
within eigenspace. Image comparison respective the
database search uses only the K size feature vector, which
results in a dramatic speedup compared to direct image
based correlation methods.
All the vectors f l form the object database which is used
for recognition later on.
C. Object Recognition Algorithm
1) Video Frame subdivision – local patterns
Each video frame which is to be searched for objects is
divided into small overlapping regions of interest (ROI).
The size of the ROI depends on the location within the
image to account for the viewing perspective. Before use it
is resampled to fit in size with the training images. The
extracted resampled image patch it is called local pattern
pn. For a typical video frame resolution of 320 by 280

pixels, several thousand local patterns are thus generated.
Since the size of the vehicle to be detected is not precisely
known in advance, several local patterns of different scale
(beside the basic perspective scaling) are extracted for the
same image location. In this way, our algorithm is able to
become scale invariant and the chance for a correct
detection is increased drastically.
2) Feature Extraction and Classification
The local patterns pn are projected into the eigenspace of
the training set, generating R K-dimensional coordinates
(note the average image vector c is used again):
(6)
The local pattern rn may now be classified with respect to
the training database which is represented by the vectors f l
.
Several algorithms have been implemented and tested for
this purpose:
a)

confidences of each new local pattern may be estimated.
This part has so far only been experimentally implemented,
but our preliminary results suggest that it is so possible to
decrease the rate of false alarm substantially.
V. RECOGNITION PERFORMANCE
A. Detection Rates
The recognition algorithm has been evaluated on sequences
from four different surveillance cameras (two image sets
from the Semmering Tunnel in Austria and two image sets
from a motorway close to Hamburg, Germany). In total
2697 car images, 577 truck images and 2222 background
samples have been manually extracted. From those patterns
60% have been used to train the classifier, the rest has been
kept to test the object detection system. Figure 5 shows a
typical detection result on the image of a surveillance
camera. Detected car locations are marked by the black
rectangles. Note that there are still some false alarms
present in the image.

Nearest Neighbour Classification (NN)

The fastest method. From the set of vectors f l the closest
vector is found by computing the Euclidean distance to rn.
Depending on the class of f,l vector rn is either vehicle or
background.
b)

k-Nearest Neighbour Classification (NN)

The k closest vectors from the training set are selected and
the majority of class results is taken as final output. Our
implementation uses typically five nearest neighbours.
c)

Support Vector Machines (SVM)

A non-linear transformation into feature space allows a
linear classificator with very good performance and
generalization capabilities [9].
d)

Probabilistic Neural Networks(PNN)

A nonlinear radial basis function network. Clusters are
learned using the EM algorithm [9], [10].
e)

Learning Vector Quantisation (LVQ)

Clusters are learned using a competitive algorithm which
results in an efficient cluster description and a fast
classifier.
3) Fusion of Object Hypothesis
After raw classification a decision vehicle/background is
available for each local pattern (see lower half of Fig. 5).
These results may be combined into a final, more robust
classification by accumulating several locally adjacent
confidence values into one result. These probabilities are
initially modeled from the training database by an analysis
of the neighbourhood of each sample point. The distance
distribution of nearby other samples can be approximated
by a Gaussian distribution function from which the

Fig. 5. Example the raw detection results. The image shows a frame from
a surveillance video with rectangles overlaid on those locations where a
car has been detected according to the k-NN classificator. Some false
results can bee seen in the right and upper part of this image.

The results from our evaluation are shown in Table 1. The
recognition results for the training patterns themselves
(which should ideally be 100%) and for the test samples are
listed for the NN, k-NN, SVM, PNN and LVQ classifiers.
The SVM as well as the k-NN classifier deliver the best
results with a recognition rate of 99,4% and 98,2
respectively.
TABLE 1

Classificator
NN
k-NN
SVM
PNN

Train Data1 (%)
100
100
100
100

Test Data2 (%)
95,8
98,2
99,4
95,6

LVQ

91

91,7

The identification results for the classifiers which have been tested for the
object recognition system.
1
The classification result of all patterns which have been used to train the
classifier. Should ideally be 100%.
2
The classification with patterns that have not been used for training.

B. Factors Leading to Degraded Performance
The results for object detection which are presented in
Table 1 are still idealized because some factors leading to a
degraded recognition performance have not yet been
extensively studied and tested. At least the following
circumstances will influence the vision based detection
system significantly:
a)

extreme lighting conditions

b)

bad weather conditions (rain, snow)

c)
d)

varying viewing angles of – so far mainly frontal
and back views of vehicles have been trained
partially occluded vehicles

e)

extremely varying backgrounds

Subdividing the training sample into several smaller sub
patterns allows the recognition engine to cross check the
classification and fine tune the confidence of the decision
which is being made. If, after the first classification step, a
local pattern is recognized as potential vehicle, several
visually significant spots within its frame may be further
analyzed. For example at the two locations where the
backlights of a car would normally be expected, according
patterns from a database could be matched. The resulting
confidence value would the be a combination of the global
classification modified by the probability of the local
pattern matching process. An example for this procedure is
shown in Fig. 6.

The next steps for the development of our proposed system
will have to deal with the aforementioned conditions and
try to improve performance under these circumstances.
VI. STRATEGIES FOR IMPROVING THE SYSTEM
During the development of the proposed object detection
system several ways and ideas to improve it have shown up
but not yet implemented or tested. The following sections
describe the next planed modifications. They can also be
regarded as general recommendations of how a vision
based traffic monitoring system can be extended towards
increased robustness.
A. Image Preprocessing
A normalization of the local patterns for training as well as
for classification can improve the recognition rate because
the dispersion of samples in feature space within a class is
reduced. Additionally less sensitivity to varying lighting
conditions (midday, dusk, dawn) is expected.
B. Scale Optimization
The object recognition approach using eigenimages is
relatively sensitive to scale differences between the training
samples and the patterns which are to be classified. If a
coarse a priori estimation of the expected object size can be
made in advance, a better and faster recognition is possible.
Because the plane of where objects move is usually known
from camera calibration or from samples taken of the
surveillance videos, this estimate is easily possible.
C. Two Step Image Analysis and Information Fusion
The current object detection strategy uses only the global
appearance of the local patterns in order to decide whether
they are to be classified as vehicle or background.

Fig. 6. The global pattern of a car may be further analyzed by looking at
visually significant spots within the image frame. For example the two
backlights could be matched using PCA based appearance modeling,.

D. Automatic Learning of Background Models
During the manual training process a large number of
vehicle patterns with known image location and size is
extracted. During test runs of the classifier using this
information it is possible to identify false matches on the
training images because the a priory ground truth is known
there. These false alarms can be added to the background
image data base and our preliminary implementation has
been tested with very promising results.
E. Use of Additional Features
In the current system the only features used for
classification are the coordinates of local patterns projected
into the eigenspace. It can be of advantage to include other
features for classification as well. Investigations of using
Haar Wavelets similar to [3] are in progress.
VII. SUMMARY AND FUTURE WORK
A prototype system for vehicle detection in static images
has been presented. Objects of interest are recognized from
images by appearance based modeling using PCA and data
compression using projection into image eigenspace. The
detection rates as well as false alarm rates so far promised
its usability within the context of a state-of-the-art traffic
monitoring system. A near real-time execution of the
algorithms (two seconds per image frame) is to be expected

from an implementation on current PC based hardware.
Future work will concentrate on the optimization of the
runtime of the system as well as on the improvement of
detection rate and classification robustness.
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